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This article delineates the use of meta-analysis in the study of group and intergroup
behavior. An overview of meta-analysis is provided, including a description of the steps
involved in the development of a responsible and informative meta-analytic integration.
A set of previously published meta-analyses illustrates several different uses of
recta-analysis, such as documenting the existence of a phenomenon, examining a
literature for publication bias, testing the effects of categorical predictors and continuous predictors, and testing more complex theoretical issues. Discussion concludes with
the consideration of a few cautions and caveats about recta-analysis.
interest in meta-analysis, or the statistical
integration of the results of previous research.
The term meta-analysis does not describe a
single statistical procedure that distills a domain
of research into one simple answer. Rather,
meta-analysis embodies a constellation of methodological and statistical techniques, developed
and suited for specific purposes, and a general
conceptual approach to the problems of summarizing, integrating, and testing practical questions and theoretical issues with the results of
previous research.
The purpose of this article is to elucidate the
place of meta-analysis in the study of group and
intergroup behavior. An overview of metaanalysis is presented. Then, several examples of
the application of meta-analytic techniques to
phenomena of group dynamics are considered.

When you can measure what you are speaking about,
and express it in numbers, you know something about
it; but when you cannot measure it, when you cannot
express it in numbers, your knowledge is of a meager
and tmsatisfaetory kind; it may be the beginning of
knowledge, but you have scarcely, in your thought,
advanced to the stage of science.
William Thomson, Lord Kelvin (1891, p. 312),
Popular Lectures and Addresses

Students of group dynamics often attempt to
use the results of previous research to determine
what we already know about group function and
group process, to plan investment of resources
in subsequent research endeavors, and to
formulate plans of action to address critical
problems in the behavior of groups. For a long
time, the means by which the results of previous
research were integrated was most often a
narrative review; that is, the reviewer reads and
thinks about a collection of relevant studies
and then writes some narrative account of
whether the hypothesis under consideration
seems to be borne out by the evidence.
However, recent years have seen a burgeoning
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In coining the term meta-analysis, Gene
Glass (1976) identified three levels of analysis.
Primary analysis refers to the original statistical
analysis of raw data collected by the original
researcher. Secondary analysis refers to the
analysis of data by someone other than the
original researcher, with theoretical goals or
analytic techniques that may differ from those of
the original researcher. Meta-analysis refers to
the statistical integration of the results of several independent studies. That is, the units of
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analysis are the results of independent studies
rather than the responses of individual subjects.
Something that novices at meta-analysis often
fail to recognize is that the fundamental issues,
the basic approach, and many of the techniques
of meta-analytic statistics have been around for
a long time. The early work of Fisher (1932),
Pearson (1933), Thorndike (1933), Snedecor
(1946), and Stouffer (1949) represents seminal
efforts at meta-analytic statistical integration of
the results of independent studies. Rosenthal's
(1961, 1963) summary of research on experimenter expectancy effects is one of the earliest
and most comprehensive efforts to integrate the
results of many separate studies in a given
domain of research. However, it was not until
Glass (1976) labeled this perspective metaanalysis that this approach received the popularity and the currency that it enjoys today.
Procedurally, there are several distinct steps
in the development of a responsible and
informative meta-analytic integration (for more
detailed presentations, see Mullen, 1989; Mullen
& Rosenthal, 1985; Rosenthal, 1991). First, the
hypothesis tests to be examined must be
carefully and precisely defined. The specific
operationalizations of the independent variable
and the dependent variable must be clearly
articulated. At this stage, the "size of the net" is
determined: General~and inclusive definitions of
the independent and dependent variables can
render a meta-analytic database of several
hundred studies (e.g., Smith & Glass, 1977),
whereas specific and restrictive definitions of
the independent and dependent variables can
render a meta-analytic database of five or six
studies (e.g., Driskell & Mullen, 1990). Clearly,
a larger meta-analytic database would seem to
warrant more confidence than a smaller metaanalytic database (see Johnson, Mullen, &
Salas, 1995). However, it should be emphasized
that any gain in statistical power from a larger
meta-analytic database is easily offset by a lack
of theoretical focus. All too often, an overly
inclusive approach has contributed to critics'
caricatures of meta-analysis as being a thoughtless adding of "apples and oranges." It is
generally better to direct one's meta-analytic
efforts to the summary and integration of tests of
a hypothesis that are operationally equivalent,
even if it reduces the size of the meta-analytic
database.
After the well-defined hypothesis test has

been identified, the relevant studies must be
located and retrieved. Relevant studies may be
located in published academic journals, scholarly textbooks, unpublished papers presented at
conferences, unpublished theses and dissertations, and published and unpublished technical
reports. Several distinct strategies are used to
locate relevant studies. The ancestry approach
uses the bibliographies and reference sections of
relevant studies that have already been retrieved
to locate earlier relevant studies. The descendancy approach uses indexing sources (such as
the Social Science Citation Index) to locate
subsequent relevant studies that have cited
earlier relevant studies. Abstracting services
(such as Psychological Abstracts and the Educational Resources Information Center) allow the
user to identify studies associated with keywords and phrases. All three of these approaches
can be conducted via on-line computer databases. The "invisible college" approach refers
to the informal network of scientists working on
a given problem. Letters, phone calls, and
conversations with researchers most active in a
particular research domain sometimes.uncover
new, unpublished studies at various stages.
Once the relevant studies have been retrieved,
the appropriate tests of the well-defined hypothesis must be derived from each study report.
Sometimes this is perfectly straightforward,
such as when original researchers provide a
precise a priori t test or F test comparing the two
means of theoretical interest. However, often
researchers report imprecise or imperfect tests
of the relevant hypothesis. For example, sometimes researchers identify the difference between two means as being "significantly different" without reporting a statistical test of the
difference. Similarly, sometimes researchers
report an imprecise F test, based on more than
one degree of freedom in the numerator, that
actually tests the ill-defined hypothesis of
whether there are any differences of any kind
among three or more conditions. In these
instances of improperly reported hypothesis
tests, the precise test of the well-defined
hypothesis must be reconstructed. Sometimes
this can be accomplished by working backward
from reported means and standard deviations,
from reported means and MSermrterms, or from
related-but-different F tests. Other times, the
only way to retrieve the precise test of the
well-defined hypothesis is by contacting the
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original researchers and requesting the requisite
statistical information.
Of course, one study may report a t test, a
second study may report a chi-square, a third
study may report a correlation coefficient, and
so on. These different statistics are on different
metrics. That is, one cannot add the t test from
the first study, the chi-square from the second
study, and the correlation coefficient from the
third study, and then divide this sum by 3 to
obtain the average statistical result. Each
primary-level statistical test of the hypothesis
must be transduced to more standard common
metrics for any integration of results to begin.
The two common metrics for statistical results
are significance levels and effect sizes.
Significance level refers to the likelihood of
obtaining the observed results if, in fact, the null
hypothesis of no difference is true. In other
words, significance level identifies how likely a
finding is to occur due to chance alone. The
common metrics for significance levels are the
standard normal deviate, Z, and its associated
one-tailed probability value, p. Zs are characterized as having a mean of zero and a standard
deviation of !, and as being directly associated
with specified p values. Any statistical test
obtained from a study included in a metaanalysis can be transformed into a Z for
significance and its corresponding probability
value. For example, a Z of 0.000 corresponds to
a one-tailed probability level of p = .5000; this
represents a lack of any difference between
compared conditions. In other words, 50 times
out of 100 (or, just chance), one would find a
difference as extreme or more extreme than that
found in the obtained results. Alternatively, a Z
of 1.645 corresponds to a one-tailed probability
level of p = .0500; this represents a just
significant difference between compared conditions. In other words, 5 times out of 100 one
would find a difference as extreme or more
extreme than that found in the obtained results.
This ratio is considered, according to convention, to constitute an unreasonably small likelihood (see Cowles & Davis, 1982, for a
discussion of the origins of the .05 level of
significance).
Effect size refers to the magnitude of an effect.
In other words, effect size identifies how strong
a finding is. The common metrics for effect sizes
are the product-moment correlation coefficient,
r, and its associated Fisher's logarithmic transfor-
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marion, ZFi~r. Product-moment rs range from
- 1 . 0 0 (indicating a perfect inverse relation,
where one variable decreases a s another increases), to 0.00 (indicating no effect), to + 1.00
(indicating a perfect positive relation, where one
variable increases as another increases). Fisher's
logarithmic transformation provides a linearized
alternative to r for effect size, representing a
solution to the skewness of the distribution of r
at extreme values. Any statistical test obtained
from a study included in a meta-analysis can be
transformed into an r for effect size and its
corresponding ZFish~- For example, an r of .000
corresponds to a Zr~h~ of 0.000; this represents a
lack of any difference between compared
conditions. Alternatively, an r of .300 corresponds to a ZFi~her of 0.310; this represents a
moderate magnitude of effect, something that
would be just visible to the naked eye (see
Cohen, 1977, for a discussion of magnitudes of
effect). 1
Occasionally, scholars have engaged in a
debate over whether significance levels or effect
sizes are more informative or more appropriate
as statistical indicators of study outcomes (e.g.,
Becker, 1987; Chow, 1988; Royall, 1986). The
demonstration of either point of view has
generally taken the form that holding one of
these dimensions of study outcome constant,
considerable and meaningful changes in the
other dimension of study outcome can be
demonstrated (thereby implying that the one
held constant is less informative). This debate,
and these types of demonstrations, fail to
appreciate the elegantly simple mutual dependence of significance level and effect size. To
illustrate, a significant effect of p = .049999
might be of trivially small magnitude if it is
based on a large sample of N = 1,000
(ZFi~h~r = 0.052, r = .052), whereas it might be
of large magnitude if based on a small sample of
N = 3 (ZFi~h~ = 1.830, r = .950). Alternatively,
a large effect of r = .900 might be nonsignificant
if based on a small sample o f N = 3 (p = .4140),
whereas it might be highly significant if based
on a large sample o f N = 1,000 (p = 4.62E-20).
1 Another way of representing effect size is the standardized difference between the means, d. Conceptually, d
represents the difference between the means for two groups
divided by some index of the standard deviation of the
means involved. This standardized difference between the
means can be derived from r for effect size as follows: d =
[(4r2)/(1 - r2)].5
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The point is that the two study outcomes address
two related but different questions about the
results of a particular hypothesis test. Significance levels indicate the likelihood that the
obtained results are due to chance, and effect
sizes indicate the magnitude or strength of the
obtained results. Both are informative, in
different ways, regarding different facets of the
evidence regarding tests of a hypothesis.
Once placed on these common metrics of
significance level and effect size, the results of
separate hypothesis tests can be combined,
compared, and examined for the fit of predictive
models. Meta-analytic combinations of significance levels and effect sizes provide a gauge of
the typical study outcomes. The standard,
linearized indicators of study outcome (Z for
significance levels and ZFism for effect sizes) are
combined to denote the likelihood of obtaining
the observed results due to chance alone and the
overall magnitude of effect. Meta-analytic focused comparisons provide a gauge of the extent
to which these effects increase or decrease as a
function of some theoretically relevant or
practically important predictors. Formulas and
computational procedures for these rectaanalytic techniques are presented in Mullen
(1989), Mullen and Rosenthal (1985), and
Rosenthal (1991), and they are briefly summarized in the appendix. 2
Examples
Meta-analysis has been applied to many
phenomena in group dynamics in recent years,
including group decision support systems (Benbasat & Lim, 1993), the rejection of a deviate by
a group (Tam, Anthony, Lin, & Newman, 1996),
the choice of support groups (Messeri, Silverstein, & Litwak, 1993), the effects of "death
qualification" in jury selection (Filkins, Smith,
& Tindale, 1998), group education for asthma
management (Wilson, 1997), group interventions for the depressed elderly (Cuijpers, 1998),
group treatment for sexually abused children
(Reeker, Ensing, & Elliott, 1997), the effects of
jury size (Saks & Marti, 1997), child and
adolescent group treatment (Hoag & Burlingame, 1997), cooperative learning (Slavin,
1997), group sensitivity training (Faith, Wong,
& Carpenter, 1995), and social loafing (Karau &
Williams, 1993). In an effort to illustrate the
application of meta-analysis to the study of

group dynamics, a set of previously published
meta-analysis is considered here: Mullen, Salas,
and Driskell's (1989) integration of the effects
of participation rate on leadership; Mullen,
Johnson, and Salas's (1991) integration of the
loss of productivity in brainstorming groups;
Mullen, Brown, and Smith's (1992) integration
of ingroup bias; and Mullen and Copper's
(1994) integration of the effect of cohesiveness
on performance.3 These meta-analyses, described in Table 1, are part of a programmatic
effort to summarize and integrate the research
on various facets of group behavior (see also
Driskell & Mullen, 1990; Mullen, 1983, 1991;
Mullen, Anthony, Salas, & Driskell, 1994;
Mullen, Bryant, & Driskell, 1997; MuUen,
Copper, & DriskeU, 1990; Mullen & Hu, 1988,
1989; Mullen, Symons, Hu, & Salas, 1989;
Mullen et al., 1991).
Several different uses of meta-analysis in the
study of group dynamics are illustrated with
these meta-analyses. First, the use of metaanalysis to document the existence of a phenomenon is examined. Second, the use of metaanalysis to examine a literature for publication
bias is presented. Third, the use of meta-analysis
to test the effects of a categorical predictor (the
reality of the group categorization) is examined.
Fourth, the meta-analytic examination of the
effects of a continuous predictor (group sizes) is
examined. Finally, the testing of more complex
theoretical issues with meta-analysis is considered. All of the analyses reported below were
conducted using Mullen's (1989) Advanced
BASIC Meta-Analysis, a meta-analytic database

2 Interested readers should note the similarities and
differences between the three major meta-analytic approaches,as evidencedin the recentcomparisonreportedby
Johnson et al. (1995). The techniques of Rosenthal and
Rubin (e.g., Rosenthal, 1991), which were applied in the
meta-analysesusedfor exampleshere,and the techniquesof
Hedges and Olkin (1985)tendedto producereasonableand
highly convergent results. However, the techniques of
Hunter and Schmidt (1990) producedresults that violated
conventionalstatistical expectations(e.g., the law of large
numbers) and diverged from the results produced by the
other two approaches. See Johnson et al. (1995) for
discussion.
3For the sake of simplicity, only the results from the
"correlationalparadigm" of the cohesiveness-performance
effect literature are presented here. The corresponding
results for the "experimentalparadigm" were generally
equivalent, although somewhat weaker (see Mullen &
Copper, 1994,for a completediscussion).
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Table 1

Meta-AnalyticIntegrationsUsedfor Illustration
Study

Hypothesis

Mullen, Salas, & Driskell The group member who par(1989)
ticipates the most will
emerge as leader.
Mullen, Johnson, & Salas A brainstorming group will be
(1991)
less productive than the

same numberof peopleperformingindividually.
Mullen, Brown,& Smith The in-groupwill be evaluated
(1992)
morepositivelythanthe outgroup.
MuUen& Copper(1994) Groupcohesivenesswill lead
to an increasein groupproductivity.

management system and statistical software
package.

Combinations of Significance Levels
and Effect Sizes: Documenting the
Existence of Group Dynamics Phenomena
Some phenomena in group dynamics are
widely accepted, and in these instances the
meta-analytic combinations of significance levels and effect sizes serve to confirm the
consensual opinion regarding these robust effects. For example, the tendency for the group
member engaging in the highest rate of participation to emerge as leader of the group has been
sufficiently pervasive that Morris and Hackman
(1969) noted that "once the effect of total
activity is removed, it is startling how few
significant differences remain between the
behavior of leaders and nonleaders" (p. 359).
MuUen, Salas, and Driskell's (1989) metaanalytic integration of 33 tests of the participation-leadership effect confirmed this observation, revealing a highly._significant, Z = 22.937,
p = 0.01E-48, strong, Zvi,her = 0.618, ? = .550,
effect. Similarly, research on the tendency for
brainstorming groups to generate fewer ideas
than the same number of individuals working
separately led Forsythe (1990) to conclude that
"brainstorming is a popular creativity technique
even though the bulk of the empirical evidence
weighs against Osborn's method" (p. 275),
Consistent with this observation, Mullen et al.'s
(1991) meta-analytic integration of 34 tests of

NO.
NO. hypothesis Total no.
studies
tests
participants
25

33

3,611

18

34

638

37

137

5,746

43

43

7,540

the productivity loss in brainstorming groups
effect revealed a highly significant, Z = 15.324,
p = 6.16E-35, strong, ZFisher= 0.650, ? = .572,
effect. Finally, in discussing research on the
tendency to evaluate the ingroup more positively than the outgroup, Brown (1988) observed that "this bias is seldom very extreme in
its extent, but it is both reliable and pervasive"
(p. 225). This summary is supported by MuUen
et al.'s (1992) meta-analytic integration of 137
tests of the in-group bias effect, revealing a
significant, Z = 56.281, p = 6.91E-77, moderate, ZFisher = 0.361, ? = .346, effect.
However, other phenomena in group dynamics have not led to such clear and straightforward consensus, and the recta-analytic combinations of significance levels and effect sizes in
these phenomena have been used to resolve
these controversies. For example, in reviewing
the literature on the effects of group cohesiveness on performance, Steiner (1972) confidently
asserted that "these findings do not support the
view that group productivity and cohesiveness
tend to be positively related" (p. 33). Alternatively, Summers et al. (1988) asserted, with
equal confidence, that "in general, cohesion
promotes productivity" (p. 631). Mullen and
Copper (1994) conducted an integration of 43
tests of the effect of group cohesiveness on
performance, and found a significant, Z =
7.371,p = 2.53E-13, small, 2Fisher = 0.258, ? =
.252, cohesiveness-performance effect. In this
case, these results document that the cohesiveness-performance effect does indeed exist,
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resolving the dispute in terms of the weight of
available evidence.

Scrutinizing Research Domains
for Publication Bias: Fail-Safe Numbers
and Funnel Plots
Some evidence indicates that publication
practices may be biased in favor of reporting
significant findings (Greenwald, 1975; Rosenthai, 1991). This type of publication bias raises
the troubling possibility that the published
research might not represent the true "weight
of available evidence." Rosenthal (1979) discussed this in terms of the " f l e drawer
problem": the possibility that unknown, unpublished studies might exist whose results fail to
support the pattern established by the published
findings. The extreme view of this publication
bias against nonsignificant results was stated by
Rosenthal (1979) as the possibility that
the journals are fiUedwith the 5% of the studies that
show Type I errors [i.e., rejectinga null hypothesisof
no differencethat is in fact true],whilethe filedrawers
back at the lab are filledwiththe 95% of the studiesthat
shownonsignificant(p > ,05)results. (p. 638)
There are three ways that meta-analysts can
address the issue of publication bias. First,
failsafe numbers, represented as N~fsp=.05), were
first articulated by Rosenthal (1979) and were
labeled "failsafe numbers" by Cooper (1979).
These N~f~p=.05)represent the minimum number
of unpublished or unretrieved studies showing
null results that would be needed to bring the
combined probability level to the "just significant" level of p = .05. Rosenthal (1991)
suggested as a reasonable tolerance level that
the failsafe number exceed 5k + 10 (where
k = the number of studies included in the
meta-analytic database). The "5k" portion of
this benchmark suggests that it is unlikely that
there are 5 times as many studies hidden in the
file drawers as included in the meta-analytic
database, and the " + 1 0 " portion ensures that
the minimum number of studies that might be
hidden in the file drawers is 15 (when the
number of studies in the database is one).
For example, Mullen, Salas, and Driskell's
(1989) meta-anaiysis of the participationleadership effect yielded a failsafe number of a
N(fsp=.os) = 8,183.9. This indicates that more
than 8,100 studies finding no effect of participa-

tion on leadership emergence would be needed
before the highly significant combined probability of p = 0.01E-48 would be reduced to the
"just significant" p = .05. This estimate of
more than 8,100 studies easily exceeds Rosenthal's (1991) benchmark of 5k + 10 (which in
this case would be 5[33] + 10 = 175). Each of
the meta-analyses being considered for illustration here rendered equally impressive failsafe
numbers; that is, Mullen et al.'s (1991) metaanalysis of the productivity loss in brainstorming groups: Nfsp=.05) = 2,827.3 (compared to
5[34]. + 10 = 180); Mullen et al.'s (1992) metaanalysis of the ingroup bias effect: N~fsp=.05) =
45,242.3 (compared with 51137] + 10 = 695);
and Mullen and Copper's (1994) integration of
the cohesiveness-performance effect: N~fsp=.05)=
1,522.1 (compared to 5[43] + 10 = 225). In
each case, the failsafe numbers derived from
these meta-analyses reveal that the combinations of results reported seem to be highly
resistant to future disconfirmation.
A second way that meta-analysts can address
the issue of publication bias is with visual
examination of funnel plots. Light and PiUemer
(1984) introduced this graphical technique,
which takes advantage of the law of large
numbers: In general, the larger the sample size,
the more probable it is that the sample mean is a
better estimate of the population mean. With
reference to meta-analytic databases, this suggests that the effect observed in a particular
hypothesis test will be a more accurate estimate
of the "true" population effect when a larger
sample size is used. When sample sizes are
plotted as a function of effect sizes, the
operation of the law of large numbers produces a
funnel plot, so called because the distribution of
sample sizes takes the shape of an inverted
funnel. As depicted in Figure 1a, there are three
broad regions of this funnel plot, representing
three broad types of studies. Region 1 represents
large effects that are based on small sample
sizes; in spite of the small samples, these effects
are sufficiently large that these studies render
statistically significant results (recall the discussion in the Overview regarding the interplay
between sample size, effect size, and significance level). Region 2 represents moderate
effects that are based on large sample sizes; in
spite of the moderate effect sizes, these sample
sizes are sufficiently large that these studies,
again, render statistically significant results.
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Figure 1. Depicts(a) three broad regions of the funnel plot showingthe absenceof publication bias and (b) three

regions of the funnel plot showingthe presence of publication bias.

Region 3 represents small effects that are based
on small sample sizes; these studies render
statistically nonsignificant results. Therefore, in
examining a funnel plot derived from a metaanalytic database, one scrutinizes the general

area identified here as Region 3: If datapoints in
Region 3 appear to be sparse, or entirely lacking
(as depicted in Figure lb), this might suggest a
bias against the publication o f null results. Note
that, at present, there is no numerical gauge of
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the "funnel-ish-ness" of a funnel plot; rather,
funnel plots are used as an exploratory visual
inspection of the data.
For example, the funnel plots for each of the
four meta-analyses being scrutinized here are
presented in Figure 2a through d. Some of these
funnel plots appear to be somewhat asymmetrical and not particularly "funnel-ish" (in part this

is because these funnel plots collapse across
some potent predictors of these group dynamics
phenomena, considered below). However, in
no instance is there any apparent absence of
datapoints in the critical Region 3 (i.e., small
effects that are based on small sample sizes).
Thus, in each case, the funnel plots derived
from these meta-analyses reveal that there
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Figure 2. The funnel plots for each of four meta-analyses being scrutinized are (a) leadership-participation
effect, (b) brainstorming productivity loss, (c) in-group bias effect, and (d) cohesiveness--performance effect.

SPECIALISSUE: META-ANALYSIS
does not seem to be any dramatic absence of
small sample-small effect (i.e., nonsignificant)
studies.
Finally, the third way that meta-analysts can
address the issue of publication bias is by
performing the most careful and rigorous
literature search possible. As useful as falls*fie
numbers and funnel plots may be, they have
about them the sense of "closing the barn door
after the horse has bolted." The best solution to
the file drawer problem is to "open the file
drawers" in the first place. Carefully following
all of the literature search strategies (briefly
delineated above) allows the meta-analyst to
maximize the likelihood of obtaining those
hypothetical studies that disconfirm (or confirm!) the pattern represented in the published
findings. For example, for the 106 studies
incorporated in the four meta-analyses used for
illustration here, 12 (11.3%) of the studies were
derived from unpublished technical reports and
dissertations. If the file drawer problem is a
weakness of the meta-analytic approach that
results from inadequate study retrieval, then the
first line of defense must be a concerted effort to
retrieve all potentially relevant studies from all
sources. Careful attention to this step in the
enterprise will help to ensure sufficiently safe
fail-safe numbers and sufficiently funnellike
funnel plots.

Examining the Effects of a Categorical
Predictor: The Effects of Reality
of the Group
A long-standing issue in the study of group
dynamics is the possible difference between the
study of real groups in naturalistic environments
versus the study of artificial groups in laboratory
situations. Experimental study of artificial groups
in laboratory settings is often argued to afford
greater control, allowing researchers to make
more certain causal inferences about the phenomenon under study. However, this increased
experimental control may come at the cost of
realism, ecological validity, and the ability to
generalize beyond the laboratory to real groups
in the real world (see Forsythe, 1990, pp.
45-46).
However, there are two plausible alternatives
regarding the effects of the reality of the group
on the strength of group dynamics effects. On
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the one hand, the artificiality and control
inherent in experimental laboratory studies of
group phenomena might be expected to exaggerate the strength of those group phenomena. For
example, Webster (1994) persuasively argued
that results from artificial groups in the laboratory might be stronger than results obtained
from real groups outside the laboratory because
of the constraints that can be exercised over the
phenomenon under scrutiny in the laboratory:
Unless those exact conditions existed outside the
laboratory,it makesno senseto expectto findthe same
levelsof conformityin othercontexts.(Of course,if all
conditionsof the experimentoccurnaturally,why go to
the troubleof creatingthemartificially?)(p. 60)
Alternatively, Shaw (1981) articulated (although
he did not necessarily advocate) the possibility
that results from artificial groups in the laboratory might be weakerthan results obtained from
real groups outside the laboratory because of the
potency of the variables being studied outside
the laboratory:
Nevertheless, it is true that the strength of variables
operatingin the laboratoryis usuallymuchless thanthe
strengthof similarvariablesfoundin natural situations.
It is often implicitly assumed that if weak variables
producesmalleffectsin the laboratory,strongvariables
of the same type will producelarge effectsin natural
settings. (p. 36)
It should be noted that it is precisely this type
of question for which meta-analysis is so well
suited: For any given group phenomenon, the
results of studies examining this phenomenon in
the laboratory with artificial groups can be
statistically compared with the results of studies
examining this phenomenon outside the laboratory with real groups. Indeed, this very comparison was conducted in each of the meta-analyses
being considered here as examples. In each case,
one set of combinations of significance levels
and effect sizes was conducted on the subset of
hypothesis tests examining the phenomenon
with artificial groups in the laboratory and a
second set of combinations of significance
levels and effect sizes was conducted on the
subset of hypothesis tests examining the phenomenon with real groups outside the laboratory.
This procedure is known as blocking (Mullen,
1989), because hypothesis tests in the rectaanalytic database are categorized, or "blocked,"
on a categorical variable.
As presented in Figure 3a through d, it can be
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Figure 3. Presents effects of reality for (a) leadership-participation effect, (b) brainstorming productivity loss,
(c) in-group bias effect, and (d) cohesiveness-performance effect.

seen that, in each case, stronger effects were
rendered when the phenomenon of interest was
studied in real groups than when studied in
artificial groups. Meta-analytic focused comparisons of effect sizes (Mullen, 1989) are used to
test the significance of the difference between
the magnitude of effects in artificial groups
versus the magnitude of effects in real groups. In
each case, the recta-analytic focused comparisons of effect sizes revealed that the magnitude
of effects in real groups was significantly
stronger than the magnitude of effects in
artificial groups: Mullen, Salas, and Driskell's
(1989) leadership-participation effect (Z = 2.055,
p = .0199); Mullen et al.'s (1991) productivity
loss in brainstorming groups (Z = 12.300, p =
2.37E-27); Mullen et al.'s (1992) in-group bias
(Z = 2.171, p = .0150); and MuUen and Copper's
(1994) cohesiveness-performance effect (Z =
4.471,p = 3.94E-6).
These meta-analyses triangulate on a fairly

clear pattern for the study of artificial groups in
the laboratory to render weaker results than
those obtained from real groups in the real world
(see also similar patterns in other meta-analyses:
Mullen, 1991; Mullen & Hu, 1989). There is a
fairly upbeat implication of this consistent
pattern of results: The phenomena studied in
group dynamics do not seem to be highly
contrived, "hothouse variety" social phenomena that can exist only in the rarefied atmosphere of the social psychological laboratory.
Rather, the phenomena studied in group dynamics seem to be fairly robust, "garden variety"
social phenomena that seem to thrive outside the
social psychological laboratory. In other words,
the weight of available evidence strongly
suggests that the increased experimental control
obtained through the use of artificial groups in
the laboratory does not come at the cost of
realism, ecological validity, or the ability to
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generalize beyond the laboratory to real groups
in the real world.

Examining the Effects of a Continuous
Predictor: The Effects of Group Size
Another long-standing issue in the study o f
group dynamics is the effect o f group size.
In recent years, proportionate group size has
figured prominently in the social psychology
o f groups (e.g., Deiner, 1980; Kanter, 1977;
McGuire & McGuire, 1982; Mullen, 1983, 1991;
Mullen, Chapman, & Peaugh, 1989; Taylor,
Fiske, Etcoff, & Ruderman, 1978). However,
differences in the apparent importance o f group
size as a feature of groups are reflected in
varying summary statements, ranging from
"size per se, is not a critical quality of a group"
(Forsythe, 1990, p. 10) to "one of the critical
structural variables in small groups is group
size" (Borgatta & Baker, 1981, p. 605).
A central theme in the meta-analyses presented for illustration here is that relative group
sizes exert a central effect on fundamental
cognitive mechanisms o f group members, which
in turn determine what it is like to be a m e m b e r
of this group or that group. Specifically, the
relative size o f a given group (or subgroup) has
been shown to influence the focus o f attention o f
group members (Mullen, 1983; Mullen, Chapman, & Peaugh, 1989), the cognitive representations used b y group members (Mullen, 1991),
and the affective responses toward the group
(Katz, 1949).
Once again, it should be noted that it is
precisely this type o f question for which
recta-analysis is so well suited; for any given
group phenomenon, the results of studies
examining this phenomenon can be statistically
compared with a metric representing group
sizes. 4 Indeed, this very comparison was conducted in each o f the meta-analyses being
considered here as examples. In each case, effect
sizes were correlated with an indicator o f group
size.
As presented in Figure 4a through d, it can be
seen that, in each case, effect sizes varied as a
function o f group size. Meta-analytic focused
comparisons o f effect sizes (Mullen, 1989) are
used to test the significance o f these predictions
o f effect sizes. In each case, the meta-analytic
focused comparisons o f effect sizes revealed
that the magnitude o f effects was significantly
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predicted by an indicator of group size: Mullen,
Salas, and Driskell (1989) showed that the
leadership-participation effect was stronger
when the leader was proportionately rarer
relative to the followers (r = - . 5 2 3 , Z = 6.431,
p --- 9.53E-11); Mullen et al. (1991) showed that
productivity loss in brainstorming groups was
stronger in larger groups (r = .606, Z = 19.130,
p = 4.13E-43); Mullen et al. (1992) showed that
ingroup bias was stronger when the ingroup was
proportionately rarer relative to the out-group
(r = - . 1 1 1 , Z = 2.516,p = .00594); a n d M u l l e n
and Copper (1994) showed that the cohesiveness-performance effect was stronger in smaller
groups (r = - . 140, Z = 2.683, p = .00365). 5
These meta-analyses triangulate on a fairly
clear pattern for group size to predict the
magnitude o f these group dynamics phenomena
(see also similar patterns in other meta-analyses:

4 The relevant metric for "group size" depends on the
(inter)group nature of the context. For example, in the case
of brainstorming groups and groups performing under
varying conditions of cohesiveness, there is clearly one
group (the performing group), and therefore the metric for
group size is relatively straightforward. However, in
examining the effects of participation rate on leadership
emergence, this is implicitly a group composed of two
subgroups: the leader's subgroup (with an n = 1) and the
followers' subgroup (with ns ranging from 1 to 17 in the
studies integrated in this research domain); in this group
context, the metric of group size is the proportionate size of
the leader's subgroup (or the leader's n = 1 divided by the
number of leaders plus the number of followers). Finally, in
examining the in-group bias effect, this is explicitly an
intergroup context, and the metric of group size is the
proportionate size of the in-group relative to the out-group
(see Mullen, 1983, 1991).
s Given the potent effects of the categorical variable
delineated above (reality of the group), it would be
reasonable to wonder whether the effects of group size hold
independently for artificial groups and real groups. Indeed,
the patterns of prediction by group size reported above were
replicated in each meta-analysis when artificial groups and
real groups were considered separately (Mullen, Salas, &
Driskell, 1989: artificial groups: r =-.499, Z = 4.581,
p = 2.36E-6; real groups: r = -.537, Z = 4.166,
p = .0000156; Mullen et al., 1991: artificial groups:
r = .465, Z = 2.340, p = .00964; real groups: r = .641,
Z = 1 8 . 0 4 2 , p = 6.46E-41; Mullen et al., 1992: artificial
groups: r =-.109, Z= 1.947, p = .0258; real groups:
r = -.141, Z = 1.908, p = .0282; and Mullen & Copper,
1994: artificialgroups: r = -.575, Z = 3.240,p = .000598;
real groups: r = -.253, Z = 4.534, p = 2.95E-6). This type
of examination of a continuous predictor within separate
levels of a categorical predictor is known as partitioning
(Chambers, Cleveland, Kleiner, & Tukey, 1983; Mullen,
1989).
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Mullen, 1991; Mullen & Hu, 1988, 1989;
Mullen et al., 1991). It should also be noted that
these effects of group size render a rather
discouraging picture of larger groups. For
example, the person talking the most is especially likely to emerge as leader (regardless of
leadership capacity) in larger groups; the
tendency for brainstorming groups to perform
less well than individuals is exaggerated in
larger groups; the tendency to evaluate the
ingroup more positively than the outgroup
increases when the ingroup is confronted with a
larger outgroup; and the tendency for cohesiveness to increase performance is diminished in
larger groups. These consistent effects of group
size resonate to the highly cited debate over the

negative impact of groups on people (e.g.,
Anderson, 1978; Buys, 1978) and to Old's
(1946) assertion that the optimal size for a group
is approximately 0.7 people (!).

The Testing of More Complex
Theoretical Issues
The foregoing illustrations of the testing of a
single categorical predictor (reality of the group)
and the testing of a single continuous predictor
(group size) represent elementary applications
of meta-analytic techniques to the testing of
theoretical issues. These two predictors were
selected because they represent rather stable
facets of the phenomenology of being in a group
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(Mullen, 1991), as documented by their repeated
success in accounting for variation in a wide
array of group and intergroup phenomena.
Meta-analysis can be used to examine the effect
of many other such categorical predictors, such
as presence versus absence of the experimenter
or self-report versus behavioral operationalization of the dependent variable. Similarly,
meta-analysis can be used to examine the effect
of many other continuous predictors, such as the
length of time the group spent in conversation or
the average age of the participants in the sample.
It bears emphasis that in each of the
meta-analyses used for illustrative purposes
here, the researchers also considered several
other determinants of the specific phenomena
under consideration. For example, in their
examination of the leadership--participation effect, Mullen, Salas, and Driskell (1989) also
examined the impact of participator expertise,
observer presence, and the operationalization of
leadership; in their examination of the ingroup
bias effect Mullen et al. (1992) also examined
the impact of status differentials and the
relevance of the evaluative attributes on which
bias was measured. This capacity to tailor the
theory-testing approaches illustrated here to the
specific issues driving research in a particular
domain is one of the hallmarks of useful
meta-analyses.
Most important, it should be recognized that
this approach can also be applied to the
examination of more complex theoretical issues
in group dynamics. A few additional examples
from the Mullen and Copper (1994) metaanalysis of the cohesiveness-performance effect
can suggest additional, more complex strategies
for the application of meta-analysis to the study
of group dynamics.
For example, one of the most troublesome
facets of the cohesiveness-performance literature has been the meaning of the term cohesiveness. As detailed by Mudrack (1989), the ease
with which cohesiveness can be described has
been accompanied by an astonishing difficulty
in defining it in an agreed-on manner. Using
Festinger's (1950) seminal formulation as a
starting point, MuUen and Copper (1994)
conceptualized cohesiveness in terms of three
related but discriminable components: interpersonal attraction, liking for or commitment to the
task, and group prestige or pride. The items
contained in the questionnaires used to operation-
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alize cohesiveness were classified into these
three components of cohesiveness; each questiormaire then received three scores, reflecting
the extent to which that questionnaire tapped
into interpersonal attraction, commitment to the
task, and group pride. Then, the relative
contributions of the separate components of
cohesiveness were examined: The magnitude of
the cohesiveness-performance effect was predicted by the degree to which each hypothesis
test's operationalization of cohesiveness involved each specific component of cohesiveness. It was found that the cohesivenessperformance effect decreased as a function of
interpersonal attraction (r = -.132, Z = 2.497,
p = .00627) and group pride ( r = - . 0 8 4 ,
Z = 1.599, p = .0549) and increased as a
function of commitment to task (r = .249,
Z = 4.645, p = 1.74E-6). Thus, commitment to
task emerged as the critical component of
cohesiveness, contradicting earlier assertions
(e.g., Schachter, 1951) that the consequences of
increasing cohesiveness are identical regardless
of which specific component of cohesiveness is
increased. This example illustrates how metaanalysis can be used to obtain a more refined
understanding of what particular facets or
components of one variable may be influencing
another variable.
Another question that has loomed large in the
study of the cohesiveness--performance effect
concerns the direction of effect between these
two constructs. On the one hand, cohesiveness
could energize group members toward task
completion. On the other hand, successful
performance could make group members feel
better about the group and about the group's
task. Mullen and Copper (1994) integrated the
results from a subset of their meta-analytic
database that measured cohesiveness and performance at multiple points in time, rendering
multiple intercorrelations between cohesiveness
and performance. From these studies, 10 crosslagged panel correlations (CLPCs) could be
derived. CLPCs are composed of six correlations between two variables measured at two
points in time. By conducting a separate
recta-analytic integration on each of the six
types of correlations included in each of the 10
CLPCs, the meta-analytic CLPC presented in
Figure 5 was obtained. It can be seen that
cohesiveness at Time 1 is a significant positive
predictor of performance at Time 2, Z = 2.536,
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the operationalizations represented in the metaanalytic database are highly variable and
Coheslveneos
C,oheslvenels
F : .624
dissimilar, this criticism can highlight a fatal
flaw in a well-intended effort. As Mintz (1983)
noted, "even if the computer is willing to
compare aspirin and bypass surgery with the
type of disorder 'partialled out,' it makes no
sense to do so" (p. 71).
Similarly, consider the often-used "Isn't this
really 'garbage in--garbage out'?" This critih""
¥ = .639
cism can imply one of two different problems. If
Performance
Performance
the meta-analyst was unsuccessful in (or sloppy
Figure 5. Measure of cohesiveness and performance of about) retrieving the appropriate statistical tests
group members at multiple points in time.
of the hypothesis, then the subsequent statistical
integration of those error-ridden study outcomes
is extremely suspect. At another level, this
p = .00562, ZFish~r= 0.251, ? = .246. However, criticism might be a commentary on the poor
performance at Time 1 is an even stronger quality of research in the domain under
predictor of cohesiveness at Time 2, Z --- 5.035, consideration. This issue might be addressed by
p = 2.50E-7, 2Fisher = 0.556, ? = .505. ThUS, examining the effect of the judged quality of the
although cohesiveness may indeed lead a group research on study outcomes. In fairness to the
to perform better, the tendency for the group to meta-analyst, we should at least acknowledge
experience greater cohesiveness after successful that if an area of research to be integrated is
performance may be even stronger. This ex- composed of poorly conducted studies, it is
ample illustrates how recta-analysis can be used really the fault of the primary-level researchers
to scrutinize causal influences among variables who did those studies. The meta-analytic
measured across multiple points in time.
reviewer should carefully consider the costs,
benefits, and wisdom of expending the effort on
the integration of a body of ill-conceived
Cautions and Caveats
studies.
The foregoing illustrations highlight some of
Meta-analysis is a tool. Like any tool, if
the ways in which meta-analysis can be used to applied carelessly and inappropriately, metaderive precise answers to well-defined ques- analysis can render a product that is of little or
tions. However, it should be obvious that no usefulness. As Strube and Hartman (1983)
meta-analysis has not been without its critics. cautioned, "no amount of precision or quantifiIndeed, several criticisms of meta-analytic cation in the actual techniques can spare the
efforts have been raised often enough to have reviewer the thought and planning required of
almost achieved the status of "patent" criti- any review" (p. 17). This is undeniably true of a
cisms. Any of these criticisms might apply in poorly conducted meta-analysis (just as it is
any given instance (and would in fact provide a equally undeniably true about a poorly condamning criticism in such instances). However, ducted narrative review). However, like any
these criticisms should be applied to help tool, if applied carefully to the tasks for which it
fine-tune a legitimate effort, rather than flung is well suited, meta-analysis can render a
without careful consideration at the meta- product that is useful and sometimes even
analytic perspective as a whole.
beautiful (some students of group dynamics will
For example, consider the often-used "Isn't consider the patterns presented in Figures 2
this really adding apples and oranges?" If the through 5 to be quite lovely!).
recta-analyst has paid careful attention at the
The development of knowledge in group
initial stages of the effort, carefully defining the dynamics is a cumulative process. This process
hypothesis under consideration and its corre- involves primary-level research, the integration
sponding operationalizations, this criticism is of results, and the identification of new direcnot an issue. However, if the definition of the tions for further empirical research. Metahypothesis test is not carefully considered, and if analysis has become an increasingly valuable
Time 1

Time 2
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tool in this endeavor. As Cohen (1990) concluded, "meta-analysis constitutes a welcome
force toward the cumulation of knowledge.
Meta-analysis makes me very happy" (p. 1310).
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Appendix
Computational Formulas for Meta-Analytic Statistics
More thorough presentations of meta-analytic statistics are available elsewhere (Mullen, 1989; Mullen
& Rosenthal, 1985; Rosenthal, 1991). Computational
formulas are presented below for some of the principal meta-analytic statistics reported in the illustrations used in this article:

Combinations of significance levels:
z = X(wjZ)/<{xq}5),

<1)

where wj = weight assigned to result of hypothesis
test j and Zj = Z for significance associated with
hypothesis testj.
Note: If wj is set equal to 1, this computational
formula for combinations of significance levels will
render an "unweighted" combination. More commonly, wy is set equal to Nj, the sample size for each
hypothesis test j, rendering a "weighted" combination. Once the Z for combination of significance
levels is obtained, the corresponding probability
value represents the likelihood that the combined
results of the included studies, or a result more
extreme, would have been obtained if the null
hypothesis were true.

Failsafe numbers:
N(fsp=.05) = (1~Zj}/1.645)2 - k,

(2)

where Zj = Z for significance associated with
hypothesis testj and k = number of hypothesis tests
included in the meta-analysis.

Combinations of effect sizes:

7-~is~r = ~(wj7-~s~rj)l(~L%),

(3)

where wj = weight assigned to result of hypothesis
testj and ZFis~r = ZFtsk-rfor effect size associated with
hypothesis testj.
Note: ff wj is set equal to 1, this computational
formula for combinations of effect sizes will render
an "unweighted" combination. More commonly, wj is
set equal to Nj, the sample size for each hypothesis
test j, rendering a "weighted" combination. Once the
Zr~sh~ for combination of effect sizes is obtained, the
corresponding ~ represents the mean effect size.

Focused comparisons of effect sizes:

z = xo,jZ is

)/(lx(l ]l/l

-

3})}.5),

(4)

where ky = contrast weight assigned to result of
hypothesis test j, ZFishery = ZFishcr for effect size
associated with hypothesis test j, and Nj = sample
size associated with hypothesis testj.
Note: The kjs represent linear orthogonal polynomial contrast weights. These contrast weights capture
the variation between hypothesis tests on the
predictor under consideration, with the constraint that
the sum of these kjs must equal zero. Once this Z for
focused comparison of effect sizes is obtained, the
corresponding probability value represents the likelihood that the effect sizes of the included studies
varied as a function of the predictor due to chance
alone.

