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Profit-Optimal and Stability-Aware Load Curtailment
in Smart Grids
Xin Lou, David K. Y. Yau, Hoang Hai Nguyen, and Binbin Chen

Abstract—A key feature of future smart grids is demand
response. With the integration of a two-way communication
infrastructure, a smart grid allows its operator to monitor the
production and usage of power in real time. Upon detection of
significant events, the operator may send requests to intelligent
loads to curtail their power usage. The operator can use load
curtailments reactively for adaptation to the loss of generation
capacity (e.g., with unpredictable renewable energy sources), or
proactively for profit maximization by avoiding the use of expensive energy sources during peak hours. In this paper, we optimize
operator profits for the different cases of load curtailment, under
various practical constraints including the physical properties of
the power system, and different cost and valuation functions for
heterogeneous generation units and loads, respectively. We also
investigate the requirements imposed by different cases of the load
curtailment on the cyber infrastructure. In particular, we evaluate
how the delay of cyber control impacts the frequency stability of
the power grid during the load curtailment phase.
Index Terms—Cyber communication control, demand response,
load curtailment, optimization, stability.

I. INTRODUCTION

W

ITH THE integration of a two-way communication infrastructure, as well as the advent of smart appliances
amenable to real-time control, smart grids enable power system
operators to implement dynamic and sophisticated demand-side
control. Specifically, we envisage a range of pricing plans with
varying discount rates for customers. These discounted plans
allow an operator to curtail the power supplied to a customer
when needed. For example, in the U.S., Illinois households can
sign up for a form of flexible pricing [1], which gives them discounts in exchange for the customers giving up some control
over their appliances. At peak hours the operator may send a
curtailment request to shut down say a household’s air conditioning unit for some time, or run it in an energy saving mode.
Such load curtailments reduce the peak power demand at which
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the operator needs to supply power. The cost saving for the operator can be significant because the marginal production costs
at high load can be quite high, reaching more than US$10/kWh
(compared with 10–20 cents/kWh during normal periods).
Clearly, load curtailments may inconvenience customers and
reduce their comfort level. As a compensation, the operator
makes a monetary payment to affected customers over the curtailment period. To capture the effects of curtailed power supply
on customers, we characterize each discounted pricing plan by
a valuation function, which reflects the utility (or level of “satisfaction”) of various amounts of power supplied to a customer
who selects the plan. The valuation functions are monotonically
increasing, as receiving more power seldom reduces the valuation. Moreover, since a customer’s need for power is likely
to follow the law of diminishing marginal returns, the valuation functions are likely to be concave functions. Customers are
expected to select a pricing plan that best matches their price
elasticity (or the elasticity of their loads). Presumably, for the
same load curtailment request, the compensation for a less discounted pricing plan will be higher than that for a more heavily
discounted one. The production cost of power supply, on the
other hand, is expected to be a convex increasing function of
the total power output, i.e., the marginal cost can shoot up significantly at high load, as noted above.
In practice, load curtailments may be desirable for different
reasons. One important reason is to accommodate the increasing
penetration of new renewable energy sources. Oftentimes, these
sources, such as solar and wind, are intermittent and unpredictable. If wind power suddenly becomes unexpectedly weak,
the operator can reactively curtail a matching amount of load in
the grid instead of relying on expensive spinning reserves to provide substitute power. Second, load curtailments may happen
purely as business decisions by operators to proactively maximize their profits. Here, we conceive that operators will consider
invoking load curtailments if the money saving due to reducing
supply by some amount will outweigh the compensation for a
subset of customers who will provide the matching amount of
load reduction.
Whatever the reason for the load curtailment, operators may
wish to optimize it for profits under various constraints, and
the solution needs to incorporate the different cost and valuation functions of the generation and loads. Further, for the load
curtailment to be carried out, the power system needs to be
tightly integrated with the cyber infrastructure. Specifically, as
load curtailments dynamically affect the balance between the
demand and supply, the cyber control needs to ensure the frequency stability of the power system during the load curtailment
phase.
In this paper, we formulate different forms of profit-optimal
load curtailments as constrained optimization problems, and investigate how to carry out the curtailment using cyber control
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to increase the power system’s frequency stability. Specifically,
we consider physical constraints of the power system and delay
of the cyber infrastructure. We also incorporate different cost
and valuation functions of heterogeneous generating units and
loads. Prior work on load curtailment in power grids has only
sought to minimize the amount of load reduction when contingencies happen [10]–[12], and has not evaluated the value of
load shedding and the impact of cyber control on the stability
of power systems. Our contributions are: i) we generalize optimal load shedding to consider different per-bus user valuations
and their impact on operator profits, and solve various practical
forms of the problem; ii) we present extensive numerical results
to demonstrate the significant profit gain of our optimal solutions compared with traditional load shedding approaches; iii)
we quantify the effects of cyber control for load curtailments on
the frequency stability of the power system, and provide useful
guidelines for executing the cyber control under different cases.
The rest of the paper is organized as follows. We present related work in Section II. In Section III, we describe our system
model. In Section IV, we formulate two optimization problems
that are important in practice and present the solution methods.
In Section V, we present numerical results for our solutions. In
Section VI, we use simulation to quantify the effects of cyber
control. Section VII concludes.
II. RELATED WORK
Usage volume pricing is a traditional method of charging consumers for electricity. More recent forms of dynamic pricing
proposed for smart grids include time-of-use pricing, critical
peak pricing, and real-time pricing [2]. The dynamic pricing signals may cause customers to adapt their loads, e.g., time-shifting
to take advantage of off-peak discounts, and so they can be used
to enable demand response. The load curtailment considered in
this paper falls within a class of demand response known as direct load control [3], under which operators control customer
loads directly based on voluntary pre-agreement. Incentives for
these agreements are often given upfront as rate discounts for
electricity consumption.
It is generally accepted that cost functions for electricity are
convex, and valuation functions for electricity are concave [5],
[6]. Quadratic cost models are widely used in particular [8].
Using strictly convex and concave functions for cost and valuation, respectively, Roozbehani et al. analyzed the stability of
real-time pricing in a Lyapunov framework [5]. We similarly
assume convex and concave functions for the cost and valuation of electricity, respectively, and compare the results between
strictly convex/concave functions and linear functions.
Optimal load curtailment has been considered in security and
reliability problems of power grids [10]–[14]. These problems
typically consider transmission lines as failure components subject to attack or protection, and the severity of load curtailment
is typically quantified by its amount. In this paper, we consider
load curtailment due to supply reduction at generation sites for
economic reasons or due to the use of renewable energy sources,
and we quantify the “severity” of load curtailment as the total
payments to users based on different valuation functions of the
selected pricing plans. Importantly, we also evaluate the impact
of load curtailment cyber control on the frequency stability of
power system in a smart grid context. Frequency stability has
always been a top concern in power system design, e.g., the

configuration of underfrequency relays is well studied in early
work [15]. In a more recent smart grid context, Zhao et al. propose to leverage locally measured frequency information at intelligent loads to minimize the overall end-use disutility [4]. In
comparison, by taking a centralized approach, we are able to
capture important physical constraints (e.g., line capacity) of
the power system, and avoid the need for iterative computation
and communication in obtaining the solution, which is important for real-time performance. Load shedding schemes can also
be applied for voltage stability. While we focus on frequency
stability in this paper, our model can be generalized to account
for voltage stability, if the real-time per-bus voltage information is made available at the central controller as suggested by
Seethalekshmi et al. [7].
III. MODEL DESCRIPTION
We use the following notations in this paper. Boldface uppercase letters represent matrices, and boldface lowercase letters denote column vectors. For a vector, say , the lowercase
denotes its th element. The superscript
denotes
letter
transpose, and
and
denote generation and load, respectively. represents the set of real numbers,
denotes the
denotes the set of real
set of real column vectors, and
matrices. The cursive symbols and represent component-wise inequalities between vectors.
A. Model of Physical Power Systems
We consider a lossless alternating current power grid with
buses and lines. The grid is modeled as a graph
,
where
is a bus and
is a transmission line. For simplicity, without loss of generality, we only consider two types
of buses: generation where power is supplied and load where
power is consumed. We assume that the power system is integrated with a two-way communication infrastructure to form a
smart grid. Each load attached to a bus corresponds to an aggregate of customer equipment such as household appliances,
plug-in hybrid electric vehicles, and energy storage. The load
may be intelligent in that it can communicate and interact with
the smart grid—for example, report its power usage or accept
load curtailment requests by turning off intermittently or running in energy saving modes. Moreover, each transmission line
has a physical capacity limit denoted by , which is the maximum power flow that is able to support.
or
to represent active
For bus , we use
power generation or consumption at depending on its type.
Because the power system is lossless, the power production and
consumption are in balance, i.e.,
, where
is the number of generation buses and
is the number
of load buses. Moreover, we assume that the voltage at each
bus is fixed so that an active power flow constraint is enough to
describe the phase angle and real power injection of the system.
Under this setup, the power flow model can be expressed as [16]:
(1)
where
gives the incidence matrix for the topology of
the power system. In the incidence matrix, each row and column
correspond to a transmission line and bus of the grid, respectively.
is a diagonal matrix with its diagonal elements representing the susceptance of the corresponding line.
represents the phase angle at each bus, and
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Fig. 1. Cost functions of power supplied with increasing marginal cost. This
and
, where for a given
figure shows two convex cost functions,
has higher marginal cost compared with
.
production amount

indicates the power distribution over
the buses.
B. Cost Model of Power Supply
We assume that the monetary cost for a generation bus to
,
supply power at different levels is given by a cost function
where is the amount of power produced. The cost function reflects diverse factors including the costs of fuel, operation, and
maintenance, and whether supply from spinning reserves is necessary or not. For specific examples of generation types, nuclear
power has high operation and maintenance costs but low fuel
cost, whereas fossil steam power has low operation and maintenance costs but high fuel cost [17]. Renewable energy sources,
such as solar or wind, are relatively more expensive than the
traditional sources, but they may be preferred for sustainability
or environmental reasons. Spinning reserves, if used, can represent a significant expense to power utility operators [18].
It is reasonable to assume that the cost function
is a
(strictly) increasing function of . Hence, the monetary saving
of reducing power production from to
at bus is given
, which is positive for
. In general,
by
we can express the marginal cost of power generation for bus
as

We expect that the marginal cost increases as the level of power
generation increases. Hence, unless otherwise stated, we assume
that cost functions are convex in shape (see Fig. 1). Such an
assumption is compatible with, for example, quadratic functions
that are widely used in the literature [8].
C. Valuation Model of Provided Power
Customer loads connected to the grid are heterogeneous. Importantly, they differ by their “normal” levels of power usage
and by the elasticity they have in their demand for power. Inelastic customers demand power immediately and at the requested level whenever the need arises. Many industrial users
are of this type, e.g., machines must start to respond to significant events in a production plant. Residential customers, on the
other hand, are relatively more elastic in general. For example,
they may be willing to delay a household task (e.g., laundry) by
a few hours. Even for two user communities which are both residential, however, their finer details may vary. For example, an
urban community may have a larger number of users and thus
more household appliances, while a suburban community may
have a larger number of plug-in electric vehicles in garages.
We assume that the operator adopts a flexible business model
to accommodate the heterogeneity of customers noted above.
Specifically, it offers a diversity of electricity pricing plans for
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customers to choose from. Among these offerings, a baseline
plan, which is designed for inelastic customers, charges
per
kWh of electricity consumed. If a customer has signed up for
the baseline plan, the operator promises to deliver power to her
load as requested. Compared with the baseline plan, the other
pricing plans (for elastic customers) on offer are discounted,
and the discount factor of plan is given by . Plan charges
per kWh of electricity consumed, where
.
, we say that plan is more heavily discounted than
If
. In exchange for the discount, the customer of a discounted
plan agrees to accept possible curtailment requests for her load
by the operator, provided that the operator pays the customer an
agreed upon compensation for any actual curtailments.
To determine the curtailment compensation, we use a valuation function to characterize each pricing plan in addition to
its discount factor. To be responsive to customer needs, the operator should design these functions to measure the utility (i.e.,
level of “satisfaction”), in monetary terms, that its customers
derive from given amounts of power supplied over a unit time.
Users may then select pricing plans whose valuation functions
best match their situations. Now consider a user who has selected a plan with valuation function
. If a load curtailment
reduces her supplied power from to for time , her loss in
utility (i.e., satisfaction) is
, and hence we
prescribe this amount to be the curtailment compensation for
the user. Presumably for the same curtailment, a more heavily
discounted pricing plan will pay a lower compensation than a
less discounted one.
In this paper, we assume that the aggregate of customers connected to a load bus, say , of the smart grid is represented
by a single valuation function
. (We refer the interested
reader to [9] for the modeling of heterogeneous customers by
a single representative agent.) Importantly, valuation functions
are monotonically increasing, i.e., a higher level of power supplied is never less valuable. In general, the marginal valuation
of load bus is given by

which is non-negative. Unless otherwise stated, we assume that
valuation functions follow the law of diminishing marginal returns, i.e., the marginal valuation is decreasing in and the valuation functions are concave in shape (see Fig. 2). This is a widely
adopted assumption [5], [6]. Table I in Section V defines some
concrete example functions used in our experimental evaluation.
D. Power System Frequency Stability
The stability of a power system is informally defined as its
ability to regain equilibrium quickly after disturbances. As we
discussed in Section III-A, we model the physical power system
by its active power constraints in this paper. The balance between the active power supply and demand is reflected by the
line frequency of the power system (i.e., the frequency of its
alternating current oscillations). The grid’s nominal frequency
is 50 Hz in most parts of the world and 60 Hz in the United
States. When the system is overloaded (e.g., due to a sudden
loss of some generating capacity), the mechanic input to the
synchronous generating units cannot match the required electric output. This will cause the generating units to slow down
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SETUP

OF

TABLE I
VALUATION FUNCTIONS

Fig. 2. Valuation functions and decreasing marginal valuations. This figure
and
, where is the abshows two concave valuation functions
solute value of the power supply amount at the demand bus. Notice that for the
amount of load curtailment shown, the marginal loss of valuation is higher
for than and hence, the curtailment payment is similarly higher for than .
Presumably, the valuation function is associated with a less heavily discounted
pricing plan than that of .

and thus the frequency declines. Conversely, when a significant
amount of load is removed, the frequency will increase. The
dynamic change of loads and generation during the load curtailment phase causes the frequency to oscillate.
In this paper, we focus on primary frequency control, which
reacts in seconds to stabilize the system frequency [24]. While it
is traditionally implemented through governor control, we will
investigate the joint impact of load curtailments and governor
control in this paper. We measure the frequency stability by two
key metrics: frequency excursion, which is the largest offset of
the frequency from its nominal values, and settling time, which
is the time required for the oscillating frequency to converge
to its steady-state value. As frequency excursion increases, it
triggers more automatic reactions such as the actuation of underfrequency protective relays. In the extreme case, it causes
the tripping of generating units or splits the system into islands.
Similarly, a large settling time should be avoided, as it leaves the
power grid in a vulnerable state for a prolonged period. The execution of load curtailment requests should ensure the frequency
stability by controlling both parameters.
IV. THE OPTIMIZATION PROBLEMS AND SOLUTION
We formulate the general profit-optimal load curtailment
problem as:

(2)
(3)
(4)
(5)
(6)
(7)
Recall that is the total number of buses in the grid, among
represents the capacity
which are generation buses;

Fig. 3. Flowchart of the proposed methodology.
and denote the amounts
of supply reduction and load curtailment, respectively. Reactive load curtailment is triggered by measurable loss of generation. Proactive load curtailment
is periodically considered for profit maximization.

of the transmission lines; and
gives the changes in power distribution at the buses due to the
supply reduction and corresponding load curtailments, in which
and
represent power reduction at generator
buses and the distribution of load curtailment to be optimized,
respectively.
Constraint (3) is the physical power flow constraint explained
in Section III-A. Since power sources at load buses are negative,
the first inequality in Constraint (4) ensures that load is being
reduced instead of being increased and the second inequality
ensures that the curtailment amount does not turn a load into
generation. Constraint (5) ensures the opposite for generation
buses1. Constraint (6) ensures that the phase angles are such that
the system will be in a stable state [19]. The last constraint (7)
gives the capacity limits of the power transmission lines.
We now apply the general optimization framework to define
two concrete load curtailment problems (please see our methodology flowchart in Fig. 3).
a) Reactive Load Curtailment Problem: In this setting, we
fix the amount of supply reduction at each generation bus, i.e.,
we treat as a constant vector. This formulation models the situation when the operator needs to react to certain given losses of
power supply capacities. We call this setting the reactive load
curtailment problem, as the load curtailment is done as a response to the loss of power supply. Here, the constrained optimization problem is to find a load curtailment solution to match
the supply loss, such that the curtailment payment to the selected
customers is minimized.
b) Proactive Load Curtailment Problem: In this setting,
the operator uses the full optimization framework to maximize
its profit. This implies that the operator will choose supply
reductions whose cost savings maximally outweigh the curtailment payments. We call this a proactive load curtailment
problem as the operator proactively adjusts the loads. The
1Our formulation can be extended to capture both the load curtailment operation and the load boosting operation (i.e., the operator chooses to increase
the controllable loads when generation cost is low), by simply removing the inin Constraints (4) and (5). However,
equality relationships between and
due to space limit, we focus on load curtailment here.
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constrained optimization problem needs to answer three questions. First, how much total load curtailment it should request.
Second, how it should distribute the load curtailment among the
customers considering their heterogeneous valuation functions.
Similarly, and third, how it should distribute the matching
supply reduction among the generation sites considering their
heterogeneous supply cost functions. Other constraints may
be included depending on the application—e.g., the operator
may choose to use renewable energy sources whenever it
is available, regardless of the cost. As another example, the
operator may enforce a minimum level of power provided to a
bus based on the number of customers connected to it.
As stated in Section III-A, we consider active power flows in
the power system. In this setting, the trigonometric
function
in the physical constraint (1) makes the optimization problem
highly nonconvex. However, when a power grid is in normal
operation, the phase angle differences
[20], where
. As
for
, Constraint (3) can be
linearized as
(8)
Similarly, the capacity constraints (7) can be approximated as

After this linearization, the properties of the cost and valuation
functions determine the hardness of the optimization problems.
When the cost functions are convex and the valuation functions are concave, we have the following theorem, which shows
that the problems are convex (see Appendix A for the proof).
Convex problems are important in that they can be solved efficiently, e.g., by the interior point method [21].
Theorem 1: If the supply cost functions are convex and the
valuation functions are concave, then both reactive and proactive load curtailment problems are convex after linearization.
V. NUMERICAL RESULTS FOR LOAD CURTAILMENTS
We evaluate our solutions on multiple standard IEEE test systems (14-bus, 57-bus, and 118-bus systems) by Matlab tool box
CVX [22], and compare them with traditional non-profit-aware
(amount-optimal) load curtailment [10]–[12]. Since the results
on different systems show similar trends, we only present those
from the smallest 14-bus system for ease of exposition. In this
system, there are two generation buses (Buses 1 and 2), two
transmission buses (Buses 7 and 8), 10 load buses (Buses 3–6
and 9–14), and 20 transmission lines. More details of the system
can be found in Appendix B.
We assume that each curtailment period is fixed (e.g., 15 minutes), and the operator optimizes the curtailment at the beginning of each period in which it is needed. Hence, the cost function
specifies the cost of generating electricity at a rate
of (in power unit) for one period, and the valuation function
specifies likewise the monetary valuation of power received for one period. Similarly, the cost savings, curtailment
payments, and profits reported in this section are numbers for
one curtailment period.
A. Results for Reactive Curtailment
We solve the reactive curtailment problem when (generation)
Bus 1 reduces its supply by 30% or 65.6 MW. We use two
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Fig. 4. Per-bus percentages of load curtailments under reactive curtailment. (a)
Concave valuation functions. (b) Linear valuation functions.

setups of valuation functions (one strictly concave and one
linear) shown in Table I. For each setup, we evaluate a low
capacity configuration of the line capacity limits as shown in
Table IV (see Appendix B), and a high capacity configuration
in which all the lines have capacity 183 MW.
Concave Valuation Functions: We first show results for the
setup of concave valuation functions. Fig. 4(a) shows how the
per-bus percentages of load curtailments change under different
configurations of the line capacity limits. In the low capacity
case, Buses 5–6 and 10–13 have the same cheapest valuation
function (i.e., at any given power level, the function’s marginal
valuation is the lowest among all the functions evaluated at the
same level), and they each shed a large fraction of their load.
Among them, Bus 11 has the smallest percentage and Buses
6 and 13 have the largest. This is because the starting power
level of Bus 11 is the smallest (hence its marginal valuation is
highest at the beginning) whereas those of Buses 6 and 13 are
the highest. Because the marginal valuation changes dynamically with (strictly) concave valuations, however, the buses that
are initially more expensive for load curtailments eventually become less expensive, and load curtailments begin to occur in
Buses 3, 4, 9, and 14 also. Among them, Bus 14 has the cheapest
valuation function and so sheds a larger fraction of its load. Notice that Bus 3, although the most expensive for curtailments,
sheds a non-zero percentage of load in the low capacity configuration. This is because the constrained line limits make it
infeasible for cheaper load (Buses 4 and 9) to be shed instead.
In contrast, in the high capacity configuration, Bus 3 does not
have to shed any load, whereas the curtailments for Buses 4 and
9 are higher than in the low capacity case. From Table II, we get
$3000 (or 8%) higher profit when line capacities are not constrained.
Linear Valuation Functions: The per-bus percentages of
load curtailments for the setup of linear valuation functions
are shown in Fig. 4(b). Notice that in both the low and high
capacity configurations, buses with the cheapest valuation
function (Buses 5–6 and 10–13) shed all their load. In the
high capacity configuration, any remaining load curtailments
required occur on Bus 14, because it has the second cheapest
valuation function. In the low capacity configuration, however,
line capacity limits constrain the amount of load curtailments
on Bus 14, and some loads must be curtailed on the most
expensive Bus 3 due to the physical constraints. Table II shows
that removing the line constraints results in $2000 higher profit
for the operator.
The above results show that strictly concave valuation functions are inherently better for distributing curtailments evenly
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TABLE II
REALIZED PROFITS (IN CURTAILMENT PERIOD)

Fig. 5. Proactive curtailment: Impact of production costs at the two generation buses. (a) Percentage supply reduction at the generation buses. (b) Corresponding saving in supply cost, curtailment payments, and net profits for the
operator.

over the network, compared with linear functions. This is because, as we increase the curtailment on the same bus, additional curtailment there will become progressively more expensive, due to increasing steepness of the slope of strictly concave functions towards smaller values. Hence, as one bus provides more curtailed load, another bus will become relatively
more attractive and eventually take over. Our ability to curtail
the cheapest load may be limited by line capacity constraints,
and therefore the realized profit under low capacity lines is generally smaller. Table II also compares the profit gained by the
proposed profit-optimal load curtailment with that of traditional
amount-optimal load curtailment [10]–[12].
B. Results for Proactive Curtailment
We use the same setup as above for proactive curtailment.
Cost of Power Supply: We illustrate impact of the cost supply
functions at each generation site. We set the cost functions (in
dollars) for Bus 1 and Bus 2 as
and
, respectively, where the constants
and represent the fixed costs of the production, and and
are parameters of the cost models. In a set of experiments, we
fix at 50 and vary from 200–1100 in steps of 150. Hence, the
production cost of Bus 1, which is initially higher than that of
Bus 2, becomes progressively lower as increases. The optimal
supply reductions at Bus 1 and Bus 2 are shown in Fig. 5.
From Fig. 5(a), notice that as Bus 1 becomes less expensive
relative to Bus 2, the optimal supply reduction decreases for Bus
1 and increases for Bus 2, whereas the optimal total supply reduction decreases. When
, Bus 1 curtails a larger pro-

Fig. 6. Proactive curtailment: Per-bus percentages of load curtailments for concave valuation functions.

portion of its production (approximate 38%) than Bus 2 (approximate 30%). When
, the higher production (219
MW) at Bus 1 makes its marginal cost higher than that of Bus 2
(whose power production is 18.3 MW). Thus the supply reduction fully occurs at Bus 1.
The corresponding supply cost savings, curtailment payments, and net operator profits are shown in Fig. 5 as a function
of . We can see that as generation costs get higher (i.e., as
gets smaller), both the supply cost saving and curtailment
payment increase, with the former increasing faster. Hence, the
operator profits increase with higher generation costs.
Distribution of Curtailments and Impact of Line Capacity:
In this experiment, we use the same cost functions for the two
generation buses as in the previous experiment and we use the
strictly concave valuation functions shown in Table I for load
buses. We evaluate both the low capacity configuration and high
capacity configuration as in the reactive curtailment setting.
The per-bus percentages of load curtailments for the two
line capacity configurations are shown in Fig. 6. In the corresponding experiments for the reactive curtailment reported
above, the supply reduction is fixed at 65.6 MW for Bus 1 only.
In this experiment, we optimize the reductions for both Buses
1 and 2. The optimal amounts are 98.6 MW and 4.33 MW,
respectively. Because the optimal total reduction is larger than
the fixed reduction in the reactive curtailment, the curtailed
amount is similarly higher and much of the additional curtailment occurs at Bus 9. This is because the initially cheaper
buses (Buses 5, 6, and 10–14) have already shed much of their
load, which results in higher marginal curtailment costs at those
buses than at Buses 4 and 9—for example, Bus 9 sheds 40%
and 65% of load in the low and high capacity configurations, re-
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Fig. 8. Impact of per-bus curtailment limits in the proactive curtailment. The
light-colored bars give the optimal per-bus percentage curtailment previously
computed for the proactive curtailment under concave valuation functions and
low-capacity transmission lines. The dark-colored bars give corresponding results with per-bus curtailment limits. The number on top of a dark-colored bar
gives the absolute curtailment amount on the corresponding bus in MW.

Fig. 7. Impact of transmission line capacities. (a) Percentage supply reduction
at the generation buses. (b) Corresponding supply cost savings, curtailment payments, and net operator profits.

spectively. In the reactive curtailment, these two values are 7%
and 13%, respectively. By allowing the supply reductions to be
optimized, we earn a higher profit in the proactive curtailment
than in the reactive curtailment (see Table II). Between the
low and high capacity cases, the high-capacity one generates
about $8000 (or 19%) higher profit. Table II also compares the
obtained profits with those in traditional optimal load shedding.
To evaluate the impact of transmission line capacity, we increase the capacity of each line by
from the base capacity
from 0 to 20 MW in steps of
given in Table V. We vary
5 MW. The cost models (in dollars) of Bus 1 and Bus 2 are
and
,
respectively, where the constants and represent the respective fixed costs. We plot the optimal percentages of supply reductions at Buses 1 and 2 in Fig. 7(a), and the corresponding
optimal cost savings, curtailment payments, and net operator
profits in Fig. 7(b). As shown in the figure, the optimal supply
reduction does not always increase with more relaxed line capacity constraints, while the operator profit does.
C. Per-Bus Curtailment Limits
Operators may need to impose additional constraints to limit
the extent of curtailment on any buses. One reason for imposing
the per-bus limits is, for example, to reflect the total amount
of available dispatchable loads (e.g., the number of air conditioners in operation) at each bus. These per-bus limits can also
be used to enforce a minimum level of provided power based on
the number of customers connected to a bus. To impose these
constraints, we will upper bound
by in both the opspecifies the
timization problems, where
minimum amount of load that each bus should keep. This modification preserves the convexity of the optimization problems.
We revisit the proactive curtailment with concave valuation
functions and low-capacity transmission lines whose results are
previously shown in Fig. 6, but we now add curtailment limits
as follows: Buses 3 and 4 should keep at least 30 MW; Buses
6, 9, 13, and 14 should keep at least 10 MW; and Buses 5, 10,
12 should keep at least 5 MW. For Bus 11, since its current load

TABLE III
COMPUTATIONAL COSTS FOR SOLVING THE PROPOSED OPTIMIZATION PROBLEM

is already quite low (3.5 MW), we do not allow any curtailment there. The results are shown in Fig. 8 together with the results from Fig. 6 for easy comparison. From Fig. 8, notice that
the curtailment limits lower the supply reduction by approximately 30%. Moreover, the allowed limit is not reached only
for the most expensive Bus 3. The operator profit with curtailment limits becomes 30 599, or about $10 500 less than without
the limits.
D. Computational Cost
In reactive curtailment, fast response is critical to ensure the
stability of the grid after a sudden loss of supply. Traditionally, generator governors are required to provide primary control
within 5–30 seconds [24]. To evaluate whether our proposed solution is able to meet this strict delay requirement, we conduct
experiments on three IEEE test systems (the 14-bus, 57-bus, and
118-bus systems) [23]. We solve the optimization problem using
the MOSEK solver2 on a commodity PC with an Intel-i7 CPU
and 4G RAM. We repeat the computation 100 times for each
setting and report the average time taken in Table III. As shown
in the table, the proposed optimization problem can be solved
efficiently for real-time control. For example, it takes less than
0.1 s to find the optimal reactive curtailment solution for the
118-bus system. The low computational costs indicate that it is
feasible to apply our solution in large power systems in the reactive curtailment setting. The delay issue for proactive curtailment is relatively unimportant compared with the reactive case.
VI. EFFECTS OF CYBER CONTROL
Load curtailments are realized through cyber control. This
process can affect the power system, and we now consider the
effects of control delay on the frequency stability. The simulation is based on the IEEE 14-bus system under the high capacity
configuration and concave valuation functions as described in
2http://www.mosek.com/
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Fig. 9. Reactive load curtailment: frequency oscillations under varying control
delay .

IEEE TRANSACTIONS ON SMART GRID, VOL. 4, NO. 3, SEPTEMBER 2013

Fig. 10. Reactive load curtailment: the frequency excursion and settling time
increase with increasing control delay.

Section V. We evaluate the power system frequency stability
under different control delays for both cases of reactive and
proactive load curtailment by using the power system simulator
PowerWorld [25].

A. Results for Reactive Load Curtailment
We first evaluate the frequency stability under reactive load
curtailment. To simplify the discussion, in this subsection, we
assume that all the loads if applicable carry out the curtailment
requests after the same amount of control delay . Fig. 9 plots
the frequency oscillations over time for different values of . In
Hz
the figure, the grey rectangle indicates the range of
of the converged frequency after the load curtailment. We consider that the system frequency has settled once it stays within
that range. In the simulated scenario, 30% of the generating capacity of Bus 1 is lost at 1 s. If no load curtailment is carried out,
the frequency excursion will be more than 0.5 Hz, and the frequency will settle at around 59.8 Hz after 8 s (as a result of the
remaining generators’ governor control). In comparison, with
our reactive load curtailment solution, the frequency excursion
can be reduced, and the frequency converges to a value close to
the nominal frequency of 60 Hz. This verifies the correctness of
our solution for the formulated optimization problem.
Overall, for reactive load curtailment, a lower control delay
is always preferred, as it reduces both the frequency excursion
and the settling time. This is clearly demonstrated in Fig. 10,
where the frequency excursion and settling time are plotted over
varying control delay. If the control delay reduces from 1 s to
0.5 s, the frequency excursion reduces from 0.37 Hz to 0.2 Hz,
and the settling time also reduces by 1 s.
To further illustrate the implication of control delay, Fig. 11
plots the frequency excursion over varying control delays with
different amounts of generating capacity loss at Bus 1. As shown
in the figure, the amount of capacity loss that can be tolerated
largely depends on the control delay supported by the underlying infrastructure. For example, if the frequency excursion
needs to be kept within 0.2 Hz, a control delay of 0.5 s can tolerate almost 30% of generating capacity loss at Bus 1, while a
control delay of 1 s can only tolerate around 15% loss. Thus, to
incorporate more non-dispatchable renewable generation, there
is a strong need to reduce the control delay.

Fig. 11. Reactive load curtailment: under a given frequency excursion
threshold, a larger control delay results in less generating capacity loss can
be tolerated.

B. Results for Proactive Load Curtailment
For proactive load curtailment, where it is the load reduction
that triggers the imbalance between supply and demand, the curtailment schedule should be smoothed to reduce the frequency
excursion. We evaluate our solution for the proactive load curtailment case where
and
(see Section V-B
for details). Fig. 12 plots the frequency oscillations over time
for varying curtailment durations (with the curtailed loads distributed evenly over a given duration). For the extreme case
when the duration is 0 s, the resulting frequency excursion is
the highest. The sudden disconnection of all the curtailed loads
causes the frequency to increase to more than 60.8 Hz within
4 s. This implies that even if the underlying cyber infrastructure allows curtailing all the selected loads simultaneously, it is
not desirable to do so. As shown in Fig. 13, with an increase
of the curtailment duration, the frequency excursion reduces,
albeit at the cost of a longer settling time. If the frequency excursion is a hard constraint (e.g., 0.5 Hz), there is a motivation
to reduce the curtailment duration to a certain value (around 10
s here), but not further beyond that. Because of this tradeoff, the
resulting longer settling time might decrease the profits gained
from proactive load curtailment, but the impact is likely to be
small considering that one decision period often lasts for minutes or longer.
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Fig. 12. Proactive load curtailment: frequency oscillations under varying control duration.
Fig. 14. IEEE 14-bus system.
TABLE IV
TRANSMISSION LINES IN THE IEEE 14-BUS SYSTEM

Fig. 13. Proactive load curtailment: a load curtailment execution with a longer
duration reduces the frequency excursion, albeit at the cost of an increasing
settling time.

VII. CONCLUSION
We have solved the profit-optimal load curtailment problem
for both the reactive and proactive cases. Our solutions consider
physical constraints of the power system, while incorporating
heterogeneous cost functions of generating units and heterogeneous valuation functions of loads. If the supply cost functions
are convex and the valuation functions are concave, we prove
that the optimization problems are convex and therefore efficiently solvable by interior point methods.
We have presented diverse numerical results to illustrate
the profit gain of our solutions in the standard IEEE 14-bus
system. (Results for the 57-bus and 118-bus systems show
similar trends.) Our results demonstrate how line capacity
limits may reduce profits, and how linear vs. strictly concave
valuation functions may impact the distribution of the best
curtailments. Finally, we evaluate the effects of cyber control
on the frequency stability of the power system. We show that
for reactive load curtailment, a prompt load curtailment is
desirable, whereas for proactive load curtailment, a smooth
load curtailment schedule reduces frequency excursion, albeit
at the cost of an increasing settling time.
APPENDIX A
A. Proof for Theorem 1
Proof: For both problems, after linearization, the equality
constraint becomes affine [see (8)] and all inequality constraints are convex. Consider the objective function. For the
supply cost reduction portion, in the proactive load curtailment
problem, it is the negative summation of convex functions (i.e.,

TABLE V
BUS SETTINGS IN THE IEEE 14-BUS SYSTEM

) plus a constant (i.e.,
), thus
it is concave; in the reactive load curtailment problem, it is constant since
is constant. For the load valuation compensation
portion, in both problems it corresponds to the negative summation of concave functions (i.e.,
) plus
a constant (i.e.,
). Thus, the objective functions
are convex. As a result, both problems are convex [21].
B. IEEE 14-Bus System
Fig. 14 shows the IEEE 14-bus system, with the transmission
line settings in Table IV, and the bus power settings in Table V,
where a negative power value represents a load. The base power
and base voltage in our experiments are 100 MVA and 100 KV,
respectively. More details are available in [23].
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